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In the 1970’s a new form of electronic data networking was born in the form of optical communication.  Since that time, optical communications has continued to advance.  Two keys to this advancement are the increased speed of communications (now at the speed of light) and the increased amount of data that can be transmitted at once (i.e., bandwidth).  Just as some of the pioneers of the first computers  failed to perceive  a need for more than a few of these systems, so have some presumed that the need for more speed and bandwidth for electronic communications must surely have reached its usable limit.  But as the latest and near future advancements in computing technology demonstrate, processing speeds in the CPU of most computers are now reaching great numbers (in excess of 3 GHz) and will continue to increase in speeds at comparable rates for the foreseeable future (in accordance with Moore’s Law*).  With this steady increase in processing power, it is apparent that the bits and bytes that have to be fed into these new generation speed kings will fall short of the capabilities provided by the copper connections that now exist in motherboards, network interface cards, and potentially any other component the computer has to communicate with to carry out its functions.  In the words of Intel’s engineers Mario Paniccia and Sean Koehl “As newer, faster microprocessors roll out, the copper connections that feed those processors within computers and servers will prove inadequate to handle the crushing tides of data.”(Paniccia & Koehl, 2006).
One answer to this problem may be Silicon Photonics.

Silicon photonics is a term given to the science of optical communications, a science that is now looking to do what has been done with so many other electronic devices; make them smaller, faster, and cheaper; specifically, to bypass current barriers in optical communications by integrating optical computing with semiconductor chips. In order to establish a firm understanding of this advanced technology it is important to discuss aspects of optical communications and complimentary metal oxide semiconductor (CMOS) manufacturing processes.  This paper discusses this emerging technology and its potential as well as unmet challenges.    A final section looks at the business implications.

Components of Optical Communications:  Optical communication networks consist of three key building blocks: optical fiber, light sources, and light detectors.

Optical fibers are now ubiquitous.  They are the long, thin glass or Teflon fibers used to propagate a light signal down their length.  This signal can be manipulated at both ends so as to code and decode the 1s and 0s that comprise the digital data domain.  While initial use of optical fiber involved a single stream of data, this was soon improved upon with Multimode Fibers (MMFs).  These fibers can support several light sources by using slightly different angles when propagating light down the length of the fiber, thus dramatically increasing**a single fiber’s bandwidth.  With such improvements in the ability to manipulate the digital signal (called modulation), data speeds are now at 10 Gb/s and could theoretically reach 20 Tb/s.  Extrapolate this out to the bundle of fibers that typically run down most residential avenues today delivering voice, TV, and data and one starts to believe in the theory of ‘more than we could ever use’.  These fibers have made their way beyond the large deployments of the cable and telecommunications providers and into even small data centers.  For instance, it is not at all uncommon to find mass storage systems attached to high end computing systems via an optical fiber link. Fiber is even finding its way into ‘the last mile’, being offered by some cable providers delivering optic communications all the way to your home.

Light sources are needed to generate the signal which travels down the optical fiber.  These are typically the most costly element in optical communications.  Most widely used are the Laser Diode (LD) and the Light Emitting Diode (LED).  These are both semiconductor devices, but as will be later explained, not on the miniaturized scale needed for Silicon Photonics.  Key to the use of any light source is ensuring it is aligned with the optical fiber so that light entering the fiber is propagated down its length with minimal loss.  Of particular impact is loss related to back-reflection at the point of entry.  If the light source is not aligned perfectly, some light will catch the edges of the fiber and reflect back into the source, causing loss in signal strength, as well as creating potential problems for the light source itself in the form of interference and built up of heat.

A second key aspect in the use of a light source is the form of manipulation or modulation.  To represent binary data, the light must represent two distinct levels.  In optical communications, this is done by turning the light on and off.  There are two common ways, called modulation techniques, by which this is done.  The most obvious is to turn the light source on and off by applying or removing voltage to the source (called direct modulation).  While this seems straight forward, it has problems. The two most impacting being the time required and a distortion in the signal called frequency chirp (Herve, Ovadia 2004).  A second method, ‘external modulation,’ minimizes these problems.  Here the light source is run in Continuous-Wave (CW) mode, meaning it is never shut down, while an external (to the light source) component determines when light is allowed to pass into the fiber or not.

The final component necessary for optical communication is the light detector that as its name suggests, ‘detects light’ at the receiving end.  More importantly, it discriminates between light and no light to reconstruct the patterns of the modulator on the transmitting end and convert this back into an electrical signal to be used by the receiving device as digital data.  These are also typically semiconductor-based devices called photodiodes, but once again these are of a scale too large to integrate onto a microchip with other components.

CMOS manufacturing processes:  There is an inexorable trend in the electronics industry to make things smaller, faster (or smarter), and cheaper.  This is thanks in a large part to the invention of the microchip, semiconductor chip, or more specifically, the Complimentary Metal Oxide Semiconductor chip.  To fully understand the scope of Silicon Photonics requires understanding the processes involved in creating a CMOS chip.

CMOS chips are built on a substrate of Silicon (Si).  Silicon is used because of its properties as a natural semiconductor – it can function equally well as a conductor or an insulator of electricity – and it is both inexpensive and abundant (it is made from sand).  A wafer of silicon is produced and a layer of Silicon Dioxide (
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) is placed on top of the wafer.  This is then followed up with a layer of chemical called a ‘photoresist’, so named because when exposed to a certain wavelength of light the chemical hardens.  Using that wavelength, a pattern is laid out in the layer of photoresist; then the photoresist that was not exposed to light is washed away.  The surrounding layer of 
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 that is not masked by the hardened photoresist can then be etched from the wafer.  The hardened photoresist is then taken off and what is left is the electronic component or circuit.  In most cases, this process is performed many times over and layer upon layer is built up to form complex components and circuits.  The layers themselves can be composed of different materials and sometimes the base layer of Si itself is used by altering its chemical/electrical properties.  But in all cases, the process is basically the same: masking of some sort, alteration of that which is not masked, then finalized what remains.

This process has enabled the miniaturization of individual electronic components initially the size of a dime or a quarter along with electronic circuits that would incorporate countless meters of wiring down to something measured in nanometers (nm).  

Silicon Photonics:  So the groundwork has been laid, now how does Silicon Photonics relate?  As described earlier, fiber optics has a lot to offer in the speed of data transmission.  CMOS manufacturing processes have a lot to offer in making things smaller, cheaper, and faster.  It would only make sense that putting these two things together would be advantageous.  In fact, the issues go a little deeper.

Fiber is already being used to shuttle data from computers to data storage devices and from computer to computer; but what happens when the data gets to the computer or the storage device?  As presented earlier, the light detector at the receiving end translates the light signal into an electrical signal to be processed by the circuitry in the device.  Metal conductors of even very short runs (like those from circuit board to circuit board, or even chip to chip within a computer) are presenting limitations as the processing speeds of multicore processor chips are becoming very high.  Devices that have to process optical data along the path of transmission, like routers, bridges, or repeaters have to perform similar translations.  With a potential of terabits in the optical domain and problems starting in the gigabit range for metal wire circuits, a bottleneck becomes evident.

Silicon Photonics shows promise as the answer. The idea is to build all the components for optical circuits with the CMOS manufacturing processes and eliminate the bottleneck.  Extend the optical communication path inside the computer, inside any electronic devices in the path, perhaps even all the way into the microprocessor and memory chips themselves.

As discussed earlier, there are three key components to the optical circuit that have to be addressed in the miniaturization process: fiber optics, light source, and light detector.  Bringing all this down to the scale of nanometers requires some additional considerations, although the concepts remain the same.  In fact, there are now six areas of concentration to make Si Photonics a reality: Light source, light guide, modulation, photo detection, low cost assembly, and intelligence to drive all of these.

[image: image3.png]1) Light Source 2) Guide Light 3 muuon

e BE L=

[rrm—

5 Low Cost Assembly 6 Inteligence

puseve
Algn 0, owos.

,c
e




www.intel.com/research/platform/sp/

It would be appropriate to assume that once all components are in place the intelligence needed to drive an optical circuit can be derived from the larger, more costly brethren from which this new technology hails.  For the other remaining steps, things are not so easily translated.

The first steps addressed were the light guides and modulation.  Silicon has the characteristic of being transparent to wavelengths of light in the optical transmission range.  By using Si as the medium and constructing surfaces around it, a ‘wave guide’ can be produced to channel light through a semiconductor circuit.  Coupling these wave guides with micro circuitry to perform the modulation functions was successfully started in the early 2000’s.  In fact, in 2004, Intel researchers demonstrated a silicon-based optical modulator with a bandwidth in excess of 1 GHz (Paniccia et al. 2006). Today Si-based modulators are performing at 10Gbps speeds.

Again, since Si is transparent at optical communication wavelengths, photo detection requires something to enhance the capabilities of Si.  Success has been gained through the introduction of Germanium to the Si base to create a device that is no longer transparent, but can now detect variations in light.  In 2006 Intel researchers demonstrated successful SiGe photo-detectors (Paniccia et al. 2006).

While low cost assembly can be assumed from the incorporation of well developed CMOS production processes, two major concerns derive from that technological shift concerning the alignment of the existing, long range optical fibers with the local, new technology, Si-based optical circuits. While the core of a typical fiber optic cable is microscopically small (the diameter of an eyelash), the typical Si-based wave guide is even smaller yet.  As mentioned earlier, alignment of the fiber to its various components becomes critical to proper functioning of the circuit.  This requires that a physical ‘taper’ be constructed in the Si to account for the size difference.  However, physical alignment still remains an issue.  Current fiber alignment relies on an ‘active’ technique using a closed loop optimization to position the fiber.  The main concern here is that this process is time and labor intensive and as a result expensive.  One proposal has been for a passive alignment technique (Salib et al.2004).  With this method the fiber is physically locked into place within the Si by highly precise structures created with CMOS manufacturing processes.  This allows for a passive alignment to the Si waveguides.  Intel has demonstrated with the viability of this technique.
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Finally, the light source must be addressed.  Until recently, the task of producing a light source on the Si wafer had been elusive.  Typically a light source located off the chip had to be attached to the Si-based circuitry via a fiber optic cable or a light source then physically attached to the Si waveguide.  Both of these options are expensive and not really practical for the mass production model being proposed.  But a new approach shows promise.  In mid 2006 the University of California Santa Barbara (UCSB) and Intel demonstrated the world’s first electrically driven Hybrid Silicon Laser.  The laser is considered a ‘hybrid’ because it combines Si with Indium Phosphide in the construction process. What is intriguing about this process is the way it is incorporated into the CMOS manufacturing process.  A Si wafer is bonded to an Indium Phosphide (InP) wafer with a ‘glue’ made from a thin coating of oxygen plasma (only 25 atoms thick).  The laser is then shaped using the standard CMOS manufacturing processes.  Electrical connections are applied and the result is a hybrid laser.

The pictures below show how this laser works.  This laser is dependent on the electrical properties of InP and its characteristic to give off light as electrons pass into the material.  This light is then propagated by the Si fabricated waveguide and the result is a chip born light source.
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The six barriers to development of Silicon Photonics have all been overcome, at least in the lab.  With all the pieces in place, the future of this technology shows promise.  So what does that mean for business?

Business implications:  Processing power in computers, servers, storage systems, and other data center devices continues to increase exponentially.  In order to fully leverage multi-core processing and keep all processors busy requires eliminating or reducing the bottleneck of getting the data in and out of the processing chips.  Silicon Photonics will do this.  This will prove most beneficial for highly computation centric applications like databases, enterprise resource planning systems, geophysical research systems, data mining and market research systems, and so on.  Applications that now take hours to churn will be able to operate at potentially terabit per second speeds.  Real time data analysis will no longer be out of reach for even the most complex problems.

Large data files are becoming the desired target of many network requests.  Video, sound, and multimedia in general have the ability to eat up bandwidth quickly.  As the application of this type of content expands, it will be even more critical to ensure the bottlenecks for transporting this content have been minimized or eliminated.  What is being considered here is in essence eliminating the ‘last mile’ for both the home and the business where data communication lines are concerned.  Making optical communication equipment cheaper and easier to work with means there are no limits to its reach, including into the business or home pc.  Telecommuting to work can include running computation intense processes from your home utilizing resources over the network link.

The entire realm of data communications could be opened up to a new technology eliminating bottlenecks at routers, repeaters, and bridges.  Multiple lasers can be created on a single chip with separate wavelengths but multiplexed over a single fiber.  
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Low cost laser technology can be constructed for the biomedical industry.  High speed links between wireless systems could make individual wired networks a thing of the past. Further benefits may eventually be realized by bringing this technology all the way into the processors.  Imagine not only data transmission, but calculations being performed at the speed of light.  Perhaps still further down the road are memory chips that store data as light.


High speed bandwidth is clearly the advantage to be gained here, but just as important is the potential to bring that bandwidth all the way to the processor in a given electronic device whether that is a pc, server, network device, memory or communication device. With all this light, the future looks bright, indeed.
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** Initial fiber optic cables started around 155 Mb/s increasing to 622, 2.5 Gb/s and eventually to the 10Gb/s typically used today.
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